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Background

Most (but not all, see “Neuro-symbolic AI”) of what is called
“Artificial Intelligence” is of the style commonly called “Machine
Learning”, but which used to be called “Pattern Recognition”:
probably more accurate. There are queries over the accuracy and
robustness of “Machine Learning”, as well as legal/ethical issues.
In a completely different area of CS, people have been developing
“Formal Methods” as a way of proving software correct:

1 Paris Métro Line 14: “operated completely automatically
since opening in 1998”;

2 National Air Traffic System: proved crash-free;

3 “Our formally verified microkernel, seL4, is now used across
the world in a number of applications that keeps growing”
[And19]

I’m a happy CS professor, I put my life in the hands of my former
students several times a week.
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Adversarial images 1 (see also [Kob17])

STOP sign that Machine
Learning, trained on a
standard database of road
signs, recognises as a
45MPH speed limit.
[EEF+17]
There are other examples,
including a “right turn”:
useful if you lived on a rat
run.
I asked (2017) the Cabinet
Office:
Do we need an offence of
“creating a sign with
intent to deceive a
self-driving car”?
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But in fact

“we used the LISA dataset, a U.S. sign dataset comprised of 47
different road signs and trained a DNN-based classifier. This
dataset does not contain equal numbers of images for each sign. In
order to balance our training data, we chose 17 common signs with
the most number of training examples. Furthermore, since some of
the signs dominate the dataset due to how common they are (e.g.,
Stop or Speed Limit 35), we limited the maximum number
examples used per sign to 500”. [EEF+17]
Therefore there were no non-signs, and no ambiguous examples.
Hence “don’t know” was not an option.
But their work was robust against change of angle and distance.
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Rather more worrying [PT20]

MobilEye camera (Tesla’s hardware
pack 1 with EyeQ3 mobilEye chip)
thought this was 85mph. “Even to a
trained eye, this hardly looks
suspicious or malicious, and many
who saw it didn’t realize the sign
had been altered at all”. A forum∗

states that Teslas can be set to act
on speed limits.
Näıvely, the system is overly
sensitive to the length of the bar
rather than the topology.

∗https://forums.tesla.com/forum/forums/
can-tesla-autopilot-be-set-obey-speed-limits

James Davenportmasjhd@bath.ac.uk SMT/AI 5 / 28

https://forums.tesla.com/forum/forums/can-tesla-autopilot-be-set-obey-speed-limits
https://forums.tesla.com/forum/forums/can-tesla-autopilot-be-set-obey-speed-limits


Adversarial images: minor changes

left: correctly
recognised image
middle:
perturbation (ten
times as intense as
actual)
right: image
recognised as
ostrich
[SZS+13]
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Decidability

1 Gödel [G3̈1] proved undecidability results.

2 Gödel [G4̈0] showed the Continuum Hypothesis was
independent.

3 [BDHM+19] shows similarly that learnability can be
undecidable.

* From theory to practice:

4 Non-exhaustive black-box testing can never prove correctness
of conventional software.

� There might be a line

if <conditions> then payee:=J.H.Davenport & account= ...

5 The same is true of most machine learning: “A fundamental
problem with the black-box nature of deep neural networks is
the inability to exhaustively test their behavior” [WYS+19]

6 There’s a formal result to this effect as well.
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Glass-box Analysis

With a conventional programme: if

1 I can get get hold of the source program

2 I can understand it (Turing! [Tur36])

3 I verify it doesn’t contain such a dangerous line

4 I verify that it compiles to the binary (see SolarWinds [Lak21]
or Huawei [Hua21] for issues here)

Then I can be confident in the program.
But for a machine learning system? The “source” is a bunch of
weights and activation functions! And possibly a very large bunch:
over 1011 in GPT-3 (350GB, $12M https:

//twitter.com/eturner303/status/1266264358771757057).

� I have no idea how any technology could verify something like
this, or what the verification conditions might be.
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International Standardisation

Always lags research (for good reasons!)

ISO/IEC TR 24029-1 - Artificial intelligence (AI) —
Assessment of the robustness of neural network — Part 1:
Overview.

ISO/IEC draft 24029-2 - Artificial intelligence (AI) —
Assessment of the robustness of neural networks — Part 2:
Methodology for the use of formal methods.

So what methods might help understand this sets of weights
and activation functions?
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Detection of Backdoors etc.

1 Lots of research in generating attacks, e.g. [EEF+17] as cited
above.

2 Lots of research in training networks to be robust to
adversarial attacks

3 Lots of research in detecting such attacks potential attacks
(which is the problem we want to solve)

4 Lots of research in defeating such defences, e.g.
[AEIK17, CW17]: “recent research has shown that most
defenses are ineffective” [XTSM19]

5 Some research in detecting these counter-defence attacks

6 . . .

Clearly this way lies madness: we need a different approach.
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(Boolean) Satisfiability

Satisfiability is a key problem: Are there Boolean values of xi such
that

(l1,1∨l1,2∨· · ·∨l1,n1)∧(l2,1∨l2,2∨· · ·∨l2,n2)∧· · ·∧(ln,1∨ln,2∨· · ·∨ln,nn)

(where each li ,j is either an xk or an xk) is TRUE?
The quintessential NP-complete problem [Coo66], and it can be
hard, but is often very easy: for the last 20 years, every car ordered
from a German car manufacturer has been processed via a SAT
solver [KS00].
[FBH+22] had a Nature paper using Reinforcement Learning
(derived from AlphaGo) to show, inter alia that 5× 5 matrices
modulo 2 could be multiplied with 96 multiplications, against the
previous best (over the integers) of 98.
[KM22] have used SAT-solving to do it in 95!
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Satisfiability Modulo Theories (SMT)

We have a theory T about some domain (integers, arrays, etc.)
We have “theory variables” yi which take values in this domain.
The xi , instead of being arbitrary Booleans, are now statements in
T about the yi .
Example: x1 ∧ x2 is satisfiable, but not when x1 is y1 > 1 and x2 is
y1 < −1.
Can have multiple theories, e.g. arrays of integers: generally
modelled as a multi-sorted theory, but built modularly.
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Satisfiability Modulo Theories (SMT)

Lots of options for T :

LIA Linear Integer Arithmetic

UF Uninterpreted Vectors

BV Bit Vectors

NRA Nonlinear Real Arithmetic

FP Floating Point

� Note that the above two are different: a point discussed in
[JR21] for machine learning

QF T is the quantifier-free form of T, in fact much more common.

* Matthew England, I and colleagues work in QF NRA.

“Verify X” means being unable to find an example of ¬X .
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Example: ReLUplex: QF LIA + ReLU [KBD+17]

ReLU i.e. x 7→ max(0, x), is a common tool in NNs

ReLUPlex is a QF LIA SMT solver extended with ReLU.

ACAS Xu A system of 45 NNs used for unmanned airborne
vehicles.

e.g. Verify “if the intruder is near and approaching from
the left, the network advises strong right”.

And “for a large vertical separation and a previous weak
left advisory, the network will either output [null] or
continue advising weak left”.

� “Here, we were able to find a counter-example,
exposing an input on which the DNN was
[erroneous]”.

But There were properties where the verifier ran out of
time.

Can we do better?
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“Co-design” with Verification in mind [XTSM19]

Produce the ReLU model.

1 Adversarial training [GSS14]

2 ℓ1 Regularisation

3 Improve the weight-sparsity

4 ReLU pruning

5 Verification

Results on MNIST (verified with mixed integer programming
[TXT19])

Step Test Set Provable Average
Accuracy Accuracy Solve Time

1 99.17% 19.00% 2970.43
2 99.00% 82.17% 21.99
3 98.99% 89.13% 11.71
4 98.94% 91.58% 6.43
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Points to Ponder

1 We need more dialogue between verification/formal methods
and machine learning.

2 “Co-design” seems interesting, but how does that fit with
“buying in” a model?

3 Which arithmetic (Z, R, RIEEE32, RIEEE16, Rbfloat16, various
8-bit formats)? Note [TXT19] is mixed-integer programming.

� The 8-bit formats tend to have external scaling factors, which
are not well-described: [YSL+22].

* There is an IEEE project to standardise “floating point for
machine learning”.

N.B. Floats in fewer bits are much easier to verify, as “bit blasting”
becomes much cheaper.

4 Interval Arithmetic? [WPW+18].
5 There are other “neurons” than ReLU. [SMS+21] for

quantised NNs, and many others.
6 There isn’t, at the moment, a “one size fits all”.
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Questions?
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