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Abstract. We describe the methodology we have developed for train-
ing machine learning (ML) classifiers to select the variable ordering in
a computer algebra system (CAS). It may seem that the probabilistic
nature of ML tools would invalidate the exact results prized by a CAS,
however, the algorithms within these systems often come with choices
that have no effect on the mathematical correctness of the algorithm but
do impact its performance, such as the ordering on the variables.
We have focussed on selecting the variable ordering to use when build-
ing a Cylindrical Algebraic Decomposition (CAD), using the ML tools
in the Python library Scikit-Learn (sklearn). We have tested different
ML models, developed new techniques for feature generation and hyper-
parameter selection, and released our software pipeline which could be
adapted for other CAS algorithms that require a variable ordering.
The work summarised here was already published in the proceedings
of CICM 2019, SC2 2019, MACIS 2019 and ICMS 2020. We write this
abstract to inform the CASC community of our progress in the hope that
our findings may be useful more widely in computer algebra.
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1 Context

Machine Learning (ML) refers to statistical techniques that give computer sys-
tems the ability to learn rules from data. It may seem unsuitable for use in a
Computer Algebra System (CAS) since ML tools can only offer probabilistic
guidance, while a CAS prizes exact results. However, the symbolic computation
algorithms implemented in a CAS are often underspecified, requiring decisions
from the user or implementer which do not affect the correctness of the end
result, but can have a great impact on the resources required and the way the
end result is presented. For example, the order in which S-pairs are processed
in Buchberger’s algorithm can affect the time required, while the monomial or-
dering selected affects the polynomials in the output set, but in all cases the
algorithm produces a Gröbner Basis. We stress the difference between having
ML make such safe choices in a CAS and work like [18] where ML directly pre-
dicts the answer (in that case for symbolic integration and solution of ODEs).

The first author contributed to the first study on the use of ML to optimise
a CAS in [15] and has continued to study how best the variable ordering for
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cylindrical algebraic decomposition (CAD) can be selected using ML. We briefly
survey this work in the following section and note also the recent work [5] on
the same problem. Since [15] there have been a handful of other applications of
artificial intelligence techniques to CAS: [17] uses a Monte-Carlo tree search to
find the representation of polynomials that are most efficient to evaluate; [14]
applies ML to decide whether to precondition CAD input; [16] applies ML to
decide the order of sub-formulae solving for their Quantifier Elimination proce-
dure; and [3] applies deep learning to choose the next constraint to process in
their QE procedure. All except the first of these are applications for QE but the
potential to use ML in a CAS goes far beyond computational logic. We write
this abstract to inform the CASC community of our progress in the hope that
our findings may be useful more widely in computer algebra.

2 Brief survey of our recent work

2.1 Cylindrical algebraic decomposition

A Cylindrical Algebraic Decomposition (CAD) is a decomposition of ordered
Rn space into cells arranged cylindrically, meaning the projections of cells are
all arranged within cylinders. The cells are (semi)-algebraic and so each may
be described by a finite sequence of polynomial constraints. A CAD is usually
produced for a set of polynomials such that each polynomial has constant sign
on each cell. This allows us to query a finite set of sample points to understand
the behaviour of the polynomials (or logical formula involving them) everywhere.
The most important application of CAD is to perform Quantifier Elimination
(QE) over the reals1. CAD was introduced by Collins in 1975 [6] and is still
an active area of research (see the background section of [8], for example). Our
experiments use the implementation in Maple’s Regular Chains Library [4].

CAD requires a variable ordering. For QE the ordering must match the quan-
tification, but variables in blocks of the same quantifier and the free variables
can be swapped2. The ordering can have a great effect on the time / memory
use of CAD, the number of cells, and even the underlying complexity [2]. Human
designed heuristics [7], [1], [9] usually make the choice in implementations. In
2014 we trained a support vector machine to choose the heuristic to follow [15].

2.2 Results from CICM 2019

We revisited these experiments in [10], this time allowing ML to predict the
ordering directly (as there were many problems where no human-made heuristic
gave a good choice) and exploring a variety of ML methods (K-nearest neighbour
classifiers, multi layer perceptions, decision trees, and support vector machines).
All the models tested outperformed the human made heuristics for our dataset.
1 I.e. given a quantified formula, find an equivalent quantifier-free formula. E.g. QE

would transform ∃x, ax2 + bx + c = 0 ∧ a 6= 0 into the equivalent b2 − 4ac ≥ 0.
2 In Footnote 1 we must decompose (x, a, b, c)-space with x last, but the other variables

can be in any order. Using a ≺ b ≺ c requires 27 cells but c ≺ b ≺ a requires 115.
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2.3 Results from SC-Square 2019

The first step to use an ML model is to represent the input (in our case a set
of polynomials) as a vector of floating point numbers defined by features. In [15]
and [10] we used a few measures of degree and frequency of occurrence for each
variable. In [11] we developed a new feature generation procedure which evaluates
combinations of basic functions (average, sign, maximum) on the degrees of the
variables for individual polynomials and the system. The extra features improved
the performance of all ML models. This feature generation procedure could be
used for any ML application where the input is a set of polynomials.

2.4 Results from MACIS 2019

The natural metric for judging a CAD variable ordering is the corresponding
CAD runtime: our prior work trained to pick the ordering which minimises this.
However, this means that ML training does not distinguish between different
non-optimal orderings, even though the differences are often huge. This led to a
new definition of an accurate choice in [12]: one that leads to a runtime within x%
of the minimum. We then wrote a new version of the cross-validation procedure
to select model hyper-parameters so that it minimises the total CAD runtime of
its choices, rather than maximises the number of times the ordering that gives the
minimal time for a problem is taken. This also improved the performance of all
ML models. The new definition and procedure are suitable for any any situation
where we are seeking to have ML make a choice to minimise computation time.

2.5 Software release for ICMS 2020

In [13] we presented a software pipeline that implements our work describe in
the previous sub-sections. It is written in Python and uses the Scikit-Learn
(sklearn) library. Given two datasets (training and testing) the pipeline auto-
mates the following: generation of CAD runtimes for each set of polynomials
under each admissible variable ordering; using the runtimes from the training
dataset to select the hyper-parameters with cross-validation and tune the pa-
rameters of the ML models; and evaluates the performance of those classifiers
on the testing dataset. The pipeline could be used to pick the variable ordering
for other procedures which take sets of polynomials as input by changing the
calls to Maple’s CAD procedure to that of another implementation / algorithm.
The code is freely available at: https://doi.org/10.5281/zenodo.3731703.
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